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Chapter 1 
 

General Introduction 
 
 
 
 

  



1.1  Visual attention and visual working memory 
 
Visual attention 
 
In our everyday life we are constantly overloaded with visual information. Imagine trying to 
find the right train on a major train station crowded with people. Processing relevant 
information (e.g. platform numbers), while ignoring irrelevant information (e.g. 
advertisements) is of uttermost importance for the successful navigation through our fast-
paced world. Attention is essential for efficiently orienting towards and subsequently selecting 
relevant, while ignoring distracting input (Posner, 1980), and as such can be operationalized 
as an input filter (Bundesen, 1990; Itti & Koch, 2001). While all visual information competes to 
attract our attention, this competition is biased in several important ways (Desimone & 
Duncan, 1995). In essence, attentional control is driven by three major factors (Awh, 
Belopolsky, & Theeuwes, 2012): the physical salience of stimuli (bottom-up selection), past 
experience with stimuli (selection history), and our current goals (top-down selection). In this 
dissertation I will focus on how attentional control is driven by our top-down goals. While 
some of the concepts and empirical findings described here undoubtedly generalize to other 
sensory domains (e.g. auditory or tactile), this dissertation is restricted to the visual domain.  
 
 
Working memory guided attentional selection 
 
During top-down visual selection we engage another important neurocognitive system 
besides attention: visual working memory. Working memory can be seen as the temporary 
storage and manipulation of information (Baddeley, 1992), and it is essential for the matter at 
hand, as it temporarily stores and manipulates our current goals as we prepare for an 
upcoming task. Governing models assume it does so by pre-activating a mental 
representation, commonly termed an attentional template, of the perceptual information 
relevant to our goals, which then automatically guides our attention towards matching visual 
input (Bundesen, 1990; Desimone & Duncan, 1995; Duncan & Humphreys, 1989; Itti & Koch, 
2001; Soto, Hodsoll, Rotshtein, & Humphreys, 2008; Wolfe, 1994). Supporting this notion, 
attention seems to be automatically attracted towards anything matching the current content 
of visual working memory (Fig. 1; see Olivers et al., 2006; Soto et al., 2005). To come back to 
the example; imagine that upon asking for the correct train platform you are informed that you 
can find platform numbers on distinct blue square signboards. In that case you pre-activate a 
representation of a blue square in your visual working memory, which will help your search by 
automatically steering attention towards the matching visual features of the real signboards. 
While this conceptual explanation is clear, a complete understanding of this important 
functional role of visual working memory is not possible without unveiling its underlying neural 
machinery. 
 
 



 
 
Figure 1. Demonstration of automatic attentional guidance by visual working memory content. 
Adapted from (Olivers et al., 2006). (a) Observers were instructed to sequentially memorize a color, search for a 
diamond, and then report the memorized color. A distractor in the search display either matched the color in memory, 
or it had an equally unique but unrelated color. For illustrative purposes, object sizes and colors differ from the real 
experiment. (b) Importantly, subjects responded slower to the diamond if the distractor matched the memorized color 
compared to if it did not, suggesting that attention is more often involuntarily captured by the color if it is held in 
working memory.  
 
 
Neural mechanisms of visual working memory 
 
Traditionally, working memory was believed to be mainly a function of frontal cortex 
(Goldman-Rakic, 1995), as early studies demonstrated sustained activity in frontal cortical 
areas in nonhuman primates during working memory (e.g. Funahashi et al., 1989; Miller et al., 
1996), and deficiencies in working memory functioning after frontal lobe damage in humans 
(e.g. Owen et al., 1990). In healthy humans it was at that time not possible to noninvasively 
demonstrate neural activity that was specific to the sensory content of visual working memory 
(contrary to some category-specificity, which was possible due to clearly segregated brain 
regions processing separate categories, e.g. Courtney et al., 1996). However, with the arrival 
of modern neuroimaging analysis techniques such as multivariate pattern analysis (MVPA*; 
Haxby et al., 2001), it also became possible to observe content-specific working memory 
activity in healthy humans. Studies utilizing MVPA have found content-specific activity during 
working memory in many areas distributed across the human brain, which has led to the idea 
that working memory engages any specialized brain system it needs for our specific 
behavioral goals (Christophel, Klink, Spitzer, Roelfsema, & Haynes, 2017). 
 
If those behavioral goals require feature-specific visual information, as is the case if we want 
attention to be guided towards the correct visual stimulus, then working memory is thought to 
engage the brain system specialized in processing such highly detailed visual information: the 
visual cortex. Neurons in visual cortex are organized in a retinotopic manner, such that they 
directly map onto (i.e. respond selectively to) specific locations in the visual field, i.e. their 
receptive field (S. Engel, Glover, & Wandell, 1997; Hubel & Wiesel, 1962). Furthermore, 
neurons in early visual cortex respond selectively to the perception of specific features, such 
as color or orientation (e.g. in monkey: Hubel and Wiesel, 1968; Zeki, 1983). Due to the 
different spatial distributions of neurons being selective for different exemplars of particular 
features (e.g. different colors), noninvasive MVPA techniques can now dissociate between 
perceiving these different exemplars based on the spatial pattern of activity in human visual 
cortex. This has been shown amongst other features for different colors (Brouwer & Heeger, 
2009), and different orientations (Kamitani & Tong, 2005). 
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Important for the matter at hand, feature-specific visual information can also be decoded from 
human visual cortex during working memory, when the actual visual input is absent. This has 
been demonstrated for color (Serences, Ester, Vogel, & Awh, 2009), motion (Riggall & Postle, 
2012), orientation (Ester, Serences, & Awh, 2009; Harrison & Tong, 2009), and complex 
visual patterns (Christophel, Hebart, & Haynes, 2012), and even during mental imagery 
(Albers, Kok, Toni, Dijkerman, & De Lange, 2013; Stokes, Thompson, Cusack, & Duncan, 
2009). This seminal work has provided human neuroscientific evidence for the now dominant 
view on visual working memory, the sensory recruitment stance. This theory postulates that 
visual working memory is an automatic consequence of attending to relevant perceptual 
information, which results in the recruitment of feature-specific sensory processing areas that 
in turn keep visual information online, even when the actual perceptual input is not present 
(e.g. see Awh and Jonides, 2001; Chun, 2011; Gayet et al., 2018; Gazzaley and Nobre, 2012; 
Pasternak and Greenlee, 2005; Postle, 2006). Within this framework, the role of the prefrontal 
cortex during working memory seems quite clear. It serves to maintain higher level goal-
related information, and based on this it coordinates attentional control over the selection of 
stimulus-specific activity in sensory regions (D’Esposito, 2007; Gazzaley & Nobre, 2012; 
Sreenivasan, Curtis, & D’Esposito, 2014).  
 
 
Neural mechanisms of working memory guided attentional 
selection 
 
Although the puzzle has not been resolved completely yet, we now have the ingredients for 
how the guidance of attention by visual working memory is thought to work. I now roughly 
outline how this process is thought to unfold (see also Box 1 in Olivers et al., 2011). The 
prefrontal cortex processes our behavioral goals and based on these feeds back to visual 
cortex to pre-activate neurons selective to task-relevant features, prior to being presented 
with the actual stimulus, thus activating the attentional template. When starting to search, 
neurons initially process all visual input, after which an attentional selection phase follows. In 
this phase, neurons selective to the visual input that matches the template in memory and 
that were thus pre-activated, are more likely to show enhanced activity. Importantly, this only 
happens for neurons that are retinotopically mapped, and thus selective, to the exact location 
of the stimulus in the visual field. Consequently, this automatically provides information on the 
target location, which is then read out by for example motor areas that determine the direction 

of the 
next eye 
movemen
t. This 

scenario 
could 

explain 
the observation of fast and efficient attentional guidance by the template. In short, the 
attentional template in working memory undergoes a flexible functional transformation from 
abstract goal towards task-specific representational state that optimizes target detection 
(Gayet et al., 2017; Myers, Rohenkohl, et al., 2015; Olivers et al., 2011), utilizing all 
necessary brain structures in its path.   
 
 

 

*MVPA utilizes machine-learning algorithms to extract any information from the spatial pattern of 
neural activity that characterizes the difference in the brain’s response between two experimental 
conditions, such as the presentation of two different colors. It does so in a data driven manner, 
not relying on prior knowledge on the exact nature of these spatial patterns. Contrary to 
traditional techniques, it is sensitive to complex and widespread spatial patterns of relevant 
neural activity, even if these patterns change over time, and even if they differ per individual. This 
procedure is also termed classification or decoding.  

	



 
 
 
 
1.2 Priorit ization of information within visual working 
memory 
 
Different representational states in visual working memory 
 
Although the sketched framework seems to provide an intuitive account for the guidance of 
attention by working memory, it misses a crucial point: automatic guidance by working 
memory content is not always desired, and does not always happen. As we typically perform 
sequences of multiple actions, the relevance of information rapidly changes according to our 
moment-by-moment goals. To come back to our example, if you first want to buy a coffee 
before searching for your train, you need to plan these task sequences such that they do not 
interfere with each other. That is, while looking for a café, you do not yet want your attention 
to be automatically drawn towards any blue square, even though you have to keep this 
information in working memory to guide your attention towards the platform signboard after 
you have found a café. Conversely, the sensory memory representation of the blue square 
that is needed later on should be shielded from interference from the visual input received 
while searching for the café. Indeed, there is now ample evidence that while distractors 
matching the currently relevant representation automatically attract attention, distractors 
matching the prospectively relevant representation simultaneously held in working memory do 
not bias attention to the same extent (Downing & Dodds, 2004; Houtkamp & Roelfsema, 
2006; Peters, Goebel, & Roelfsema, 2009), and that this distinction is in part under strategic 
top-down control (Carlisle & Woodman, 2011; Olivers & Eimer, 2011). While these initial 
studies measured attentional guidance during the actual search task, more recent studies 
demonstrated that this is even the case while preparing for an upcoming search task during 
working memory maintenance (Fig. 2; see Olmos-Solis et al., 2018, 2017; van Loon et al., 
2017).  
 
 
 



 
 
Figure 2. Demonstration of attentional guidance by working memory content, depending on 
representational state. Adapted from (van Loon et al., 2017). (a) Observers were instructed to memorize two 
colors for two subsequent visual search tasks. A priority cue informed them which representation was needed for the 
first search task. During the period leading up to the first search task, they were shortly probed with two colors in the 
periphery that could be ignored. The probe consisted of both colors in memory (Both), only the imminently relevant 
color paired with an irrelevant color (Current), or only the prospectively relevant color paired with an irrelevant color 
(Prospective). For illustrative purposes, object sizes and colors differ from the real experiment. (b) Left panel: After 
probe presentation significantly more eye movements were directed towards the imminently relevant color when it 
was paired with the prospectively relevant color (Both), and when it was paired with the completely irrelevant color 
(Current). Right panel: Eye movements towards the imminently relevant color were significantly larger when it was 
paired with the prospectively relevant color (Both), and when it was paired with the completely irrelevant color 
(Current). If the prospectively relevant color was paired with an irrelevant color (Prospective), equally large eye 
movements went equally often to each of these two items. These results demonstrate that attentional guidance by 
working memory content is unique to imminently or currently relevant representations.  

 
 
Inspired by these and similar findings, governing theories now distinguish two different states 
in visual working memory (LaRocque, Lewis-Peacock, & Postle, 2014; Myers, Stokes, & 
Nobre, 2017; Oberauer & Hein, 2012; Olivers et al., 2011; Stokes, 2015). The first state is 
reserved for the currently relevant representation that is needed for the imminent, upcoming 
task, and it is able to interact with sensory input and/or response output. For completeness, 
this representational state is also commonly termed the prioritized, activated, or attended 
working memory state, or as mentioned above the attentional template. The second state is 
the prospectively relevant representation needed for future tasks, which is shielded from 
interaction with the current task to prevent interference. For completeness, this second 
representational state is also commonly termed the deprioritized, silent, latent, dormant, 
hidden, unattended or accessory working memory state. While the total capacity of visual 
working memory for the average human being is estimated at about four objects (Luck & 
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Vogel, 1997), there is evidence that one can only keep a single representation in the 
prioritized state at a time (Ort et al., 2018, 2017; van Moorselaar et al., 2014 though see Beck 
et al., 2012; Beck and Hollingworth, 2017). 
 
 
Neural evidence for different states 
 
How then are these different representational states maintained? I have outlined above that 
visual working memories that should guide our attention during a perceptual task are thought 
to be maintained through neural activity in early visual cortex, equivalent to that observed 
while externally attending to similar visual stimuli. Clearly, one can imagine that this type of 
maintenance is not ideal for prospective representations, which should be shielded from 
interaction with the current perceptual task instead. Indeed, recent findings from 
neuroimaging studies utilizing MVPA indicate that an activity-based maintenance mechanism 
seems exclusively reserved for the prioritized working memory representation. Specifically, 
while the prioritized working memory can be reliably decoded throughout the maintenance 
period, supporting the notion of activity-based maintenance, decoding accuracy of 
prospective memories temporarily drops to baseline, only to return to reliable levels once they 
become task relevant (Fig. 3a and b; also see LaRocque et al., 2016, 2013; Lewis-Peacock et 
al., 2012; Sprague et al., 2016). A remarkable and recurrent finding in recent years has been 
that this silent working memory representation can be readily re-activated with stimulation not 
specific to the memory (Fig. 3c), for example using transcranial magnetic stimulation (TMS; 
Rose et al., 2016), a retro-cue that triggers a shift of priority towards the silent memory 
(Sprague et al., 2016), or visual stimulation not specific to the silent memory’s features (Wolff, 
Ding, Myers, & Stokes, 2015; Wolff, Jochim, Akyurek, & Stokes, 2017). This suggests that 
even though silent working memories are not maintained through sustained neural activity, 
they are waiting just below the surface for their moment of glory, needing only an unspecific 
trigger to be released from the captivity of their silence. 
 
 



 
 
Figure 3. Typical pattern of decoding accuracy for active and si lent working memory 
representations. This figure does not demonstrate real findings, but rather reflects the typically observed pattern. 
(a) Observers memorize two colors for two subsequent visual search tasks. A priority cue informs them which 
representation needs to be prioritized for the first search task. (b) Initially both colors can be decoded. After the 
priority cue only the prioritized working memory can be decoded, while decoding accuracy for the prospective 
memory drops to baseline levels, suggesting activity-silence. After the first search task, when priority switches to the 
silent memory, decoding accuracy increases again, suggesting a re-activation. (c) Re-activation of the silent memory 
can also be triggered by applying stimulation not specific to the silent memory’s features, e.g. by TMS, a retro-cue, or 
visual stimulation.  
 
 
But how then are prospective memories stored, if not through sustained activity? One 
proposal, as mentioned above, is that they are stored in an activity-silent manner, not relying 
on sustained feature-specific neural activity, but for example through synaptic weight changes 
(Mongillo, Barak, & Tsodyks, 2008; Stokes, 2015), or short-term potentiation (Erickson, 
Maramara, & Lisman, 2009). Alternatively, sustained activity for the prospective memory 
might still be present, yet in more anterior (i.e. IPS and FEF) rather than posterior regions 
(Christophel, Iamshchinina, Yan, Allefeld, & Haynes, 2018). Yet another possibility is that the 
pattern of either neural activity or responsivity for the prospective representation 
fundamentally changes compared to that for the prioritized memory, as to protect it from 
interference from the current perceptual task (van Loon, Olmos-Solis, Fahrenfort, & Olivers, 
2018; Yu & Postle, 2018). For example, while both representational states could be decoded 
during the first of two consecutive search tasks, the pattern of neural activity underlying 
decoding of the prospective template was the inverse of the same template when it is 
currently relevant (van Loon et al., 2018). Albeit speculative, the brain might utilize different 
storage mechanisms for the deprioritized memory depending on the task, the type of working 
memory, and the individual. Regardless, the behavioral as well as neuroscientific evidence 
converges on a mechanism fundamentally different from prioritized representations.  
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Using working memory while preparing to ignore an anticipated 
distractor: A third state? 
 
Besides prospectively relevant memories that should not guide attention during the current 
task, there is a second situation in which the current content of working memory should not 
guide attention towards matching visual input. To return to our example; what if you are 
informed that newer signboards with updated platform numbers and a new color have 
recently been placed alongside the old blue signboards. While you do not know the exact 
color of the new signboards, you do know that they are not blue. Hypothetically, we may then 
utilize a third representational state within working memory. While the prioritized 
representation automatically guides attention towards matching visual input, and the 
deprioritized representation does not interact with attention at all, the anticipated distractor 
representation should automatically guide attention away from matching visual input. 
However, unlike evidence for pre-activation of anticipated target features seems undisputed, 
mechanisms of advance distractor inhibition remain elusive (Gaspelin & Luck, 2018; Noonan, 
Crittenden, Jensen, & Stokes, 2018).  
 
How then does preparing to ignore an anticipated distractor differ from preparing for an 
anticipated target? Is it possible to prepare an advance inhibitory template that reduces 
feature-specific sensory processing in visual cortex beforehand, so that attention is 
automatically biased away from matching visual input? Behavioral evidence suggests it is not, 
as anything activated in working memory would automatically guide attention towards the 
matching visual input, even when detrimental for the actual task (Olivers et al., 2006; Soto et 
al., 2005). Alternatively, an anticipated distractor might initially be processed the same way as 
an anticipated target, until the distractor is encountered, after which observers reactively 
suppress it and orient away from it and towards the actual target (Moher & Egeth, 2012; 
Sawaki & Luck, 2013). A third option is that a general selection suppression mechanism is 
engaged (Reeder, Olivers, Hanke, & Pollmann, 2018), which could have as goal to suppress 
the early involuntary phase of automatic attentional capture by the anticipated distractor, after 
which a more controlled voluntary selection of the target can be made. Some evidence thus 
suggests that the representational state of the working memory item itself is not altered when 
it signifies upcoming distraction compared to an upcoming target (i.e. that there is no third 
state), but rather that general control mechanisms might operate differentially. In Chapter 5 I 
will provide additional evidence against existence of an advance inhibitory template, and in 
favor of a general selection suppression mechanism.  
 
 
Controll ing visual working memory-guided attentional selection 
 
I have thus far illustrated a plethora of findings that indicate the existence of (at least) two 
separate representational states within visual working memory, namely an activated state for 
prioritized representations that serves to guide attention towards matching input, and a 
second, silent state for deprioritized representations that should not guide attention but that 
should be remembered for later use. Furthermore, I have illustrated findings indicating the 
flexibility of working memory representations in switching towards the state that is most 
effective in supporting current behavior. While research on the representational states 
themselves is abundant, the dynamics and control thereof remain largely uncharted territory, 
and it is the main topic of this dissertation. In this thesis, I will demonstrate how the brain 



initializes these two different states, and how the flexible switch from one state to the other is 
brought about (Chapter 2-4). Furthermore, I will demonstrate how these control 
mechanisms differ when preparing for an anticipated distractor compared to an anticipated 
target (Chapter 5). The studies presented make use of two well-established neural 
measures of control, which I will outline in the following paragraph.  
 
 

1.3 Neural control signals 
 
Methodological considerations 
 
In the investigation of the neural mechanisms underlying human cognition, two 
complementary lines of noninvasive neuroimaging techniques are most commonly used. The 
first is functional magnetic resonance imaging (fMRI; Ogawa et al., 1990), which has as a 
main advantage its high spatial resolution of cubic millimeters. The ability to decode specific 
low-level features from the spatial pattern of activity in visual cortex as described above 
seems to largely depend on this high spatial resolution. For example, finding a pattern of 
activity that can dissociate between two memorized colors has thus far only been achieved 
with fMRI (Serences et al., 2009). Therefore, most studies exploring how different 
representational states within working memory differ in terms of their storage mechanisms, 
have mainly utilized fMRI (though not all, e.g.: LaRocque et al., 2013). However, the main 
disadvantage of fMRI is its low temporal resolution of seconds, which is caused by the 
sluggishness of the BOLD (blood oxygen level dependent) signal it measures. In short, the 
BOLD signal reflects the resupply of oxygen to neurons that were just active, and it is 
therefore a delayed and temporally imprecise measure of the actual neural activity itself. The 
main interest of the work presented in this dissertation is the dynamic control over different 
representational states, and switches between those states, which generally happens at the 
sub second time scale. Capturing these dynamics therefore requires a technique with a 
higher temporal resolution, leading us to the second line of noninvasive neuroimaging 
techniques: magneto-, and electroencephalography (MEG; Hämäläinen et al., 1993) and 
EEG; Berger, 1929). I will give a succinct overview of EEG below, because it is the used 
technique for all the work presented in this dissertation, though most of the concepts and 
findings presented in this dissertation undoubtedly also apply to MEG.  
 
 
EEG 
 
Neurons communicate with each other through electrochemical signals passing from one 
neuron to the next, thereby creating electrical fields. These electrical fields are in turn 
propagated through the conductive tissue of the brain, skull and skin, until they reach EEG 
electrodes placed on the scalp (also termed volume conduction). The electrical field caused 
by a single neuron is too small to be picked up by EEG electrodes on the scalp. However, if a 
sufficient number of neurons are anatomically aligned in a parallel fashion and furthermore 
activate synchronously, they can produce an aggregated electrical field that is large enough 
to be picked up by a scalp electrode. Since populations of pyramidal cells in the cerebral 
cortex fulfill these requirements, the EEG signal is thought to mainly reflect the large-scale 
synchronous activity of parallel-aligned pyramidal cells. The propagation from neurons to 
EEG electrodes happens so fast that transmission times are negligible for the study of 
cognitive processes. Add to that the fact that standard research-grade EEG AD-converters 



can sample the electrical signal with a frequency of at least 1000 times per second, and this 
gives rise to the sub millisecond temporal resolution of EEG. Although this reflects the general 
consensus on how the properties of single neurons can lead to the electrical signal as 
measured by EEG electrodes at the scalp level (e.g. see Niedermeyer and Da Silva, 2005; 
Nunez and Srinivasan, 2006), it remains far from clear how exactly various cognitively 
relevant patterns of EEG activity are brought about by activity at the level of single neurons, 
populations of neurons, or at the level of micro-circuits (Cohen, 2017). As the main goal of 
this dissertation is to further our understanding of specific neurocognitive processes, a 
discussion of what underlying biophysical and neurochemical processes might generate the 
EEG measures we are interested in here, is beyond the scope of this dissertation. Therefore, 
in the following description of the EEG measures utilized in this dissertation I will mainly 
(though not solely) focus on how they are thought to support certain cognitive processes.   
 
 
Contralateral Delay Activity 
 
The most straightforward and traditionally most common way (although that is rapidly 
changing) to analyze the EEG signal is the event-related potential (ERP; Luck, 2014). The 
ERP is computed by repeatedly exposing an observer to the exact same experimental event, 
after which the EEG response to that event is averaged over all those repetitions. The main 
reasoning here is that with enough repetitions, all fluctuations in the EEG signal that are not 
related to the event of interest will cancel each other out, thus revealing specific components 
of the EEG signal related to the event. The ERP method has a long history of usage and 
many components relevant to specific cognitive processes have since been uncovered. While 
this dissertation mainly focuses on control within working memory, for which other EEG 
analysis methods described below are arguably more appropriate, I did make use of the ERP 
method for Chapter 2. Specifically, I used the contralateral delay activity (CDA; Vogel and 
Machizawa, 2004), a sustained component observed above visual cortex during the 
maintenance of feature content (e.g. color), which increases in size with the number of 
objects in working memory, and which therefore was originally thought to reflect active 
maintenance. While previous studies demonstrated its emergence during maintenance of a 
feature template for visual search (Carlisle, Arita, Pardo, & Woodman, 2011; Woodman & 
Arita, 2011), the CDA had not yet been directly compared for different representational states 
within working memory. In Chapter 2, we show that the CDA appears with equal size for 
both prioritized and deprioritized working memory representations, which might seem at odd 
with the supposedly silent nature of deprioritized representations (Wolff et al., 2017). 
However, it may be that while the actual content of the memory is no longer represented 
through activity, the spatial index, as would be reflected by the CDA, still is, acting as a 
pointer for retrieval. Alternatively, the CDA may reflect not active firing, but the sub-threshold 
modulation of membrane potentials until re-activation (Mendoza-Halliday, Torres, & Martinez-
Trujillo, 2014; Wolff et al., 2015), which would in fact be consistent with an ‘activity-silent’ 
state. However, the debate on what the CDA exactly reflects is still very much alive (Berggren 
& Eimer, 2016; Feldmann-Wüstefeld, Vogel, & Awh, 2018; Hakim, Adam, Gunseli, Awh, & 
Vogel, 2019). Nevertheless, the fact that we observed the CDA for the deprioritized memory 
does demonstrate that some trace of storage remains active, be it perhaps a mere spatial 
pointer towards the feature-selective, but activity-silent information.  
 
 
The rhythmic nature of the brain 
 



Although the ERP technique has been effectively used to get a better understanding of some 
neurocognitive processes, and continues to do so, it hides certain important properties of the 
EEG signal directly related to cognition. The fluctuations observed in the EEG signal that are 
cancelled out when using the ERP method seem random at first glance, yet a closer 
inspection reveal a highly structured rhythmicity, often referred to as neural oscillations. 
Various forms of neural activity at different spatial scales can give rise to different patterns of 
cognitively relevant oscillations generally observed at the scalp level (e.g. individual neurons 
that exhibit pacemaker-like properties), but the most common source of oscillatory activity are 
presumably local networks (i.e. microcircuits) consisting of excitatory pyramidal cells and 
inhibitory interneurons (Buzsáki, Draguhn, & Buzsaki, 2004; Cohen, 2017; Donner & Siegel, 
2011; X.-J. Wang, 2010). Neural oscillations as observed in the EEG signal are commonly 
thought to orchestrate the rhythmic changing of the level of excitability of masses of 
underlying neurons (Klimesch, Sauseng, & Hanslmayr, 2007). While ongoing neural 
oscillations are an inherent property of spontaneous brain activity (Buzsáki, 2006), 
experimental events elicit modulations in different features of these ongoing oscillations. 
Indeed, a plethora of research has now linked specific modulations of oscillations to various 
cognitive processes, and many neurological and neuropsychiatric conditions exhibit 
anomalies in oscillatory activity (e.g. see Mazaheri et al., 2018; Uhlhaas and Singer, 2006; 
Ward, 2003).  
 
Commonly studied features of neural oscillations that are modulated by cognitive processes 
and that are relevant to this dissertation include the amplitude (also termed power, which is 
the squared amplitude; e.g. Pfurtscheller and Lopes Da Silva, 1999), the phase (e.g. Busch et 
al., 2009; Sauseng and Klimesch, 2008), and phase coupling (i.e. phase-synchronization, 
phase-locking or coherence (Fries, Reynolds, Rorie, & Desimone, 2001; Varela, Lachaux, 
Rodriguez, & Martinerie, 2001). Phase-coupling reflects a consistent temporal relationship 
between the phases of multiple oscillatory cycles, often in distant brain regions (A. Engel, 
Fries, & Singer, 2001; Fries, 2005; J. M. Palva, 2005), but also between motor cortex and to-
be-controlled muscles (de Vries, Daffertshofer, Stegeman, & Boonstra, 2016; Mima & Hallett, 
1999), and it allows for the temporal coupling of neural activity. Most neurocognitive 
processes require combined effort from multiple specialized brain regions, and phase 
coupling is believed to play a crucial role in information transfer between those regions. While 
it is perhaps the most commonly studied mode of inter-areal coupling, amplitude-amplitude 
coupling and phase-amplitude coupling are also observed in large-scale networks during 
various cognitive processes (Siegel, Donner, & Engel, 2012). For this dissertation I 
investigated modulations in the amplitude of oscillations, as well as phase-synchronization, 
phase-amplitude coupling, and amplitude-amplitude coupling.  
 
Interestingly, EEG activity is generally grouped into a few characteristic frequency ranges (or 
bands), and oscillations in specific bands have been related to specific cognitive processes 
(e.g. Başar et al., 2000). Furthermore, communication through synchronized neural activity 
does not only occur within, but also across frequency bands, i.e. cross-frequency coupling 
(CFC; Canolty and Knight, 2010; Jensen and Colgin, 2007), another testament to their 
versatility. In the following sections I will elaborate on a few characteristic frequency-specific 
modulations of oscillatory activity that are relevant for the cognitive topic of this dissertation, 
and I will provide a preview of the main findings demonstrated in this dissertation concerning 
these oscillatory measures. In the general discussion at the end of the dissertation, I will 
elaborate on how the remaining frequency bands not investigated in this dissertation are 
involved in working memory, and I will make recommendations for future research into 
working memory-guided visual selection, specifically concerning gamma oscillations.  



Sensory control through alpha (~ 8–14 Hertz) oscil lations 
 
An important frequency band, also in this dissertation, is the alpha band, which ranges 
between roughly 8 and 14 cycles per second. Amplitude modulations of the EEG signal in the 
alpha band are one of the few things that can be observed with the naked eye (i.e. without 
processing the signal first), and Hans Berger (Berger, 1929), the founding father of human 
EEG recording, already observed a decrease in the amplitude of alpha oscillations in 
response to opening the eyes. Since then, ample research has demonstrated the important 
functional role of the different features of alpha oscillations in various aspects of human 
cognition (Jensen & Mazaheri, 2010; Klimesch, 1999; Klimesch et al., 2007; S. Palva & Palva, 
2007). Perhaps counterintuitive, a reduction in the amplitude of alpha oscillations, also termed 
alpha suppression, goes hand in hand with an increase in neural activity in that region as 
reflected in the fMRI BOLD signal in humans (Laufs et al., 2003). One popular view is that 
alpha suppression reflects a rhythmic increase in the excitability of underlying neuronal 
populations, while alpha enhancement (i.e. increased amplitude) conversely reflects a 
decreased excitability, a.k.a. pulsed inhibition (Jensen & Mazaheri, 2010; Klimesch et al., 
2007). Strong evidence for this notion comes for example from a study in non-human 
primates (Haegens, Nacher, Luna, Romo, & Jensen, 2011), as they observed an increase in 
neuronal firing rate with alpha suppression. In the context of this dissertation, a number of 
important observations regarding alpha power modulations need to be mentioned.  
 
First, when the location of an upcoming target is cued, alpha is typically suppressed above 
contralateral visual cortex, i.e. the retinotopic region responsible for processing that 
anticipated target location, (Fig. 4; Ikkai, Dandekar, & Curtis, 2016; Myers, Walther, Wallis, 
Stokes, & Nobre, 2015; Sauseng, Klimesch, Stadler, et al., 2005; Wildegger, van Ede, 
Woolrich, Gillebert, & Nobre, 2017). This is commonly interpreted as reflecting the selection of 
relevant perceptual information by means of attentional allocation. Conversely, alpha 
enhancement is often observed contralateral to the anticipated location of irrelevant 
perceptual information (Fig. 4; (Kelly, Lalor, Reilly, & Foxe, 2006; Rihs, Michel, & Thut, 2007; 
Worden, Foxe, Wang, & Simpson, 2000), suggesting that enhancement selectively attenuates 
processing (Foxe & Snyder, 2011). While some argue that the key functional mechanism at 
play is either alpha suppression contralateral to (anticipated) relevant input, or alpha 
enhancement contralateral to (anticipated) irrelevant input, some studies illustrate that they 
may act simultaneously (e.g. Zumer et al., 2014). It may be that under different circumstances 
there is a different relative contribution of the two.  
 
 



 
 
Figure 4. Typical pattern of alpha modulation by spatial attention. This figure does not demonstrate real 
findings, but rather reflects the typically observed pattern. (a) Observers are instructed to find the / or \ and indicate 
which of these two is present. A cue prior to search onset informs on which side the target will (most likely) appear. 
(b) When observers attend to one side of the hemifield (without moving the eyes), you typically observe a decrease in 
the amplitude of alpha oscillations above the visual cortex in the opposite hemisphere (contralateral) where that 
visual information is processed. Conversely, some reports demonstrate an increase in amplitude ipsilateral to the 
attended side.  
Importantly, there is ample evidence that these modulations in alpha oscillations are 
functionally involved in perceptual processing, rather than reflecting a mere epiphenomenon. 
For example, alpha suppression contralateral to the anticipated target location predicts 
improved target processing (Spaak, Fonken, Jensen, & de Lange, 2015; Thut, Nietzel, 
Brandt, & Pascual-Leone, 2006), and conversely alpha enhancement predicts successful 
inhibition of irrelevant stimuli (Händel, Haarmeier, & Jensen, 2011). Furthermore, 
spontaneous fluctuations in pre-stimulus alpha power predict perceptual performance (van 
Dijk, Schoffelen, Oostenveld, & Jensen, 2008). Additionally, inducing alpha enhancement by 
means of rhythmic electrical (tACS) or magnetic (rTMS) stimulation causally reduces 
perceptual performance (Baldauf, Grossman, Hu, Boyden, & Desimone, 2016; Cabral-
Calderin & Wilke, 2019; Romei, Gross, & Thut, 2010). As an icing on the cake, a combined 
EEG-fMRI study showed that when encoding laterally presented items into working memory, 
alpha suppression contralateral to the relevant item predicted increased downstream 
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processing in object-selective cortex, while alpha enhancement contralateral to the irrelevant 
item predicted decreased downstream processing (Zumer et al., 2014). Collectively, these 
findings indicate that amplitude modulations of alpha oscillations over visual cortex regulate 
perceptual selection by changing the excitability of neurons whose receptive field matches the 
focus of attention (Jensen & Mazaheri, 2010; Klimesch et al., 2007), so that relevant 
information falling in that receptive field may be processed further (Zumer et al., 2014). 
 
A second set of findings important for the matter at hand is that modulations in alpha 
amplitude also shape sensory working memory in visual cortex. For one, if a cue signals the 
spatial location towards which an eye-movement will have to be made after a certain delay 
(i.e. visuospatial working memory), contralateral alpha suppression is observed during this 
delay (Medendorp et al., 2007; van Dijk, van der Werf, Mazaheri, Medendorp, & Jensen, 
2010). Importantly, this effect does not only pertain to spatial working memory. When any to-
be-remembered item is presented laterally (i.e. left or right from fixation), alpha is suppressed 
stronger contralateral compared to ipsilateral to the memory item (e.g. van Driel et al., 2017), 
and conversely more enhanced contralateral to irrelevant items in the memory display 
(Sauseng et al., 2009). Similar to rTMS-induced alpha enhancement causing decreased 
perceptual performance (Romei et al., 2010), so it also causes decreased visual working 
memory performance (Sauseng et al., 2009). While one could argue that these observations 
might reflect a lingering effect of external visuospatial attention towards the memory item in 
the display, rather than relating to visual working memory per se, a set of studies using retro-
cues argues against this. Specifically, observers were instructed to memorize two items, one 
on each side of fixation, and only during maintenance were cued which one of the two items 
needed to be remembered from that point on (i.e. the retro-cue). Crucially, after the retro-cue 
they observed the appearance of alpha suppression contralateral to the cued memory item 
(Myers, Walther, et al., 2015; Schneider, Mertes, & Wascher, 2015, 2016), alpha 
enhancement contralateral to the uncued memory item (Poch, Campo, & Barnes, 2014), or 
both simultaneously (Poch, Carretie, & Campo, 2017), and even if the retro-cue itself was 
non-spatial (Poch, Capilla, Hinojosa, & Campo, 2017), thus confirming the effect to pertain to 
visual working memory, rather than purely to external attention. Collectively, these findings 
suggest that relative alpha suppression during working memory maintenance reflects the 
allocation of internal attention towards recently encoded sensory information. These findings 
also indicate that sensory information is both encoded and stored at the retinotopic location at 
which it was presented, even though that location itself is not relevant. One crucial finding 
supporting this notion is that low-level visual features can be decoded more accurately 
throughout the delay period from contralateral compared to ipsilateral early visual cortex 
(Pratte & Tong, 2014).  
 
These studies signify the role of alpha oscillations in the selection of visual information that is 
relevant for either a direct response, or a delayed response (i.e. working memory). However, 
previous studies did not dissociate between different representational states within working 
memory, nor did they investigate the switching between those states. With Chapter 2 and 3 
we extend this field by showing that when two relevant items are simultaneously memorized 
for two sequential visual search tasks (Fig. 5), contralateral posterior alpha power is more 
suppressed for the prioritized compared to the deprioritized representation in working 
memory. Inspired by evidence that long-range alpha phase synchronization between frontal, 
parietal and occipital areas underlies modulation of local oscillations in sensory regions during 
attention and working memory maintenance (Capotosto, Babiloni, Romani, & Corbetta, 2009; 
S. Palva & Palva, 2011; Sauseng, Klimesch, Schabus, & Doppelmayr, 2005), we additionally 
show involvement of a parieto-occipital network with a mid-parietal hub during the 



prioritization in working memory (Chapter 2). In Chapter 3 we additionally show that in 
between the two search tasks, as priority switches from one representation to the next, so 
does alpha suppression. Specifically, alpha suppression selectively reappears contralateral to 
the representation needed for the second search task, which now becomes prioritized. 
Conversely, alpha is selectively enhanced contralateral to the memory needed for the first 
search task, which can now be dropped from memory. Furthermore, in anticipation of the first 
search task alpha is temporarily enhanced contralateral to the deprioritized, prospective 
memory needed for the second search task. We argue that retinotopically selective 
modulations in alpha power reflect the mechanism by which internal attention selects which 
sensory information should be prioritized, and thereby ready to interact with the perceptual 
input, and which sensory information should be deprioritized, and put in an activity-silent 
state. Chapter 3 is thus a testament to the flexibility with which working memory items can 
change their representational state depending on changes in current task goals.  
 
 

 
 
Figure 5. Typical task design. This figure does not demonstrate a real experiment, but reflects the typical 
paradigm used throughout this dissertation. (a) Observers are given two targets to remember for two consecutive 
search tasks; one for the first search task (first template; dashed outline), and one for the second search task 
(second template; dotted outline). (b) In the First Template Lateralized condition, the first template is presented 
lateralized (left or right), while the second template is presented on the meridian (up or down). In the Second 
Template Lateralized condition this is the other way around. With this design we manipulated the task relevance of 
the lateralized memory item prior to the search task itself (i.e. current or prospective), enabling us to directly relate 
contra- and ipsilateral alpha power to either of the two representational states in working memory.   
 
 
In Chapter 2 and 3, two simultaneously maintained working memory items were presented 
on distinct spatial locations. As such, we provided observers with a clear spatial handle, 
helping them to separate the two representational states through internal spatial attention. 
However, different states are not necessarily defined relative to each other, nor are they 
necessarily tied to a spatial location. Rather, they are defined by their ability to either interact 
with the current perceptual task, or be shielded from this interaction. In Chapter 4 we show 
that if only one items is memorized, the internal priority signal as reflected in posterior alpha 
power, is not necessarily tied to the retinotopic location at which the memory was encoded. 
However, alpha band-specific MVPA is still able to dissociate between the two states, and 
reveals involvement of a more complex and distributed spatial pattern of posterior alpha 
power. Interestingly, this pattern is relatively stable, as it generalizes across the delay period. 
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We argue that the exact spatial involvement of posterior alpha power in prioritization within 
working memory depends on subtle variations in behavioral our neural strategy between 
subjects or tasks.  
 
For Chapter 5 we asked a different type of question: rather than asking how the two well-
established representational states in working memory are controlled, we ask if there is a third 
representational state reserved for anticipated distraction. Specifically, we utilize oscillatory 
mechanisms to test whether one can prepare an advance inhibitory template that reduces 
feature-specific sensory processing of an anticipated distracting stimulus in early visual areas 
before search onset. An additional set of findings with regards to alpha oscillations over visual 
cortex deserves consideration here. First, overall posterior alpha power, not tied to a spatial 
location, is enhanced during working memory maintenance when non-spatial distractors are 
expected and working memory should be protected from interference (Bonnefond & Jensen, 
2012; Payne, Guillory, & Sekuler, 2013). Moreover, posterior alpha enhancement not only 
shields perceptual information from interfering with working memory, it also operates 
inversely, by shielding irrelevant memories from interfering with the current task (Chapter 3; 
also see Waldhauser et al., 2012). Specifically, when a sensory working memory becomes 
irrelevant, alpha is selectively enhanced for the spatial location at which it was originally 
presented (Chapter 3; see also Schneider et al., 2019). This effect reveals the suppression 
of memory item-specific sensory processing in early visual areas. Therefore, one would 
expect that if an advance inhibitory template exists, it would also result in posterior alpha 
enhancement, selectively for the retinotopic location at which this item was processed, and 
prior to search onset. However, we found no spatially selective modulations in alpha power 
that dissociated anticipated distractors from anticipated targets, suggesting that there was no 
suppression of memory-item specific sensory processing for anticipated distractors prior to 
search. Furthermore, we found that attention was initially still involuntarily captured by the 
anticipated distractor, and only after this initial phase, was re-oriented to the actual target 
instead, indicating that observers could not prevent being captured by the distractor when it 
was anticipated. We did however observe a stronger overall posterior alpha enhancement 
around search display onset for anticipated distractors compared to anticipated targets. This 
suggests a momentary general suppression of any visual selection from the search display, 
presumably serving as an attempt to prevent the initial involuntary capture of attention by the 
anticipated distractor. These converging findings (and others which I will mention in the next 
section) argue against the existence of a third representational state, namely an advance 
inhibitory template. 
 
 
Executive control through frontal low-frequency (~ 2–8 Hertz) 
oscil lations 
 
While the above section clearly illustrates the importance of alpha oscillations above sensory 
regions for prioritization within visual working memory, it is unlikely that the task goals 
themselves, and the planning thereof (i.e. “I want to find a red circle first, and a blue circle 
second”), are also stored and controlled in sensory regions. Those types of higher order 
cognitive processes are typically associated with the frontal cortex. Specifically, the frontal 
cortex seems to play a crucial role in the planning of goal-directed behavior (Fuster, 2001; 
Miller & Cohen, 2001), in managing multiple goals (Mansouri, Koechlin, Rosa, & Buckley, 
2017), and during task switching (Monsell, 2003). Importantly, the frontal cortex also plays a 
key role in the executive control of working memory, as it maintains goal-related information 
based on which it coordinates activity in sensory regions (D’Esposito, 2007; Gazzaley & 



Nobre, 2012; Sreenivasan et al., 2014). Frontal cortical areas have indeed been shown to 
exhibit synchronized activity with posterior visual areas during attention (Johnson et al., 2017; 
Marshall, Bergmann, & Jensen, 2015; Paneri & Gregoriou, 2017), visual working memory 
(Lara & Wallis, 2015; van Driel et al., 2017), and task switching (Sauseng et al., 2006). 
Evidence specifically points to frontal oscillatory activity in the lower frequency range (delta-
to-theta; 2–8 Hz) as a key mechanism for top-down control of attentional selection and 
working memory (Jensen & Tesche, 2002; Onton, Delorme, & Makeig, 2005; Sauseng, 
Griesmayr, Freunberger, & Klimesch, 2010). Moreover, connectivity between frontal low-
frequency oscillations and posterior alpha oscillations has been observed during top-down 
control of visual attention (Helfrich, Huang, Wilson, & Knight, 2017; Helfrich & Knight, 2016), 
and when inhibiting distraction (Janssens, De Loof, Boehler, Pourtois, & Verguts, 2017). 
Interestingly, this cross-frequency coupling was absent in children with ADHD (Mazaheri et 
al., 2010), which supports the notion that it reflects an important neural control mechanism for 
effective prioritization of information.  
 
These findings collectively lead to the hypothesis that frontal cortex also controls (the 
switching between) different representational states within sensory working memory, and that 
it does so through low-frequency oscillations. Indeed, in Chapter 3 we provide novel 
evidence that transiently coupled functional networks between frontal and posterior regions 
underlie the top-down control of goal-driven priority switches within VWM, as reflected in both 
amplitude-amplitude and phase-amplitude coupling between frontal delta (2–4 Hz) and 
lateralized posterior alpha oscillations. Moreover, frontal delta power predicted post-switch 
behavioral performance. In addition, in Chapter 4 we show that if the prioritization 
mechanism reflected in alpha power is not spatially selective anymore, the above-described 
spatially selective top-down control mechanism reflected in delta-alpha coupling is absent as 
well. However, using delta band-specific MVPA, we show that the delta band is still involved 
both in implementing priority states at the start of the task sequence, and when switching 
priority in between tasks. This effect is localized to the exact same spectro-temporal region of 
delta activity as in Chapter 3. Interestingly, in contrast to alpha power decoding, the spatial 
pattern underlying delta power decoding did not generalize over time, suggesting that control 
of prioritization is supported by dynamic patterns of neural activity, which moreover vary 
between implementing priority states and switching between such states. 
 
In Chapter 3 and 4 we demonstrate the importance of frontal delta oscillations in the flexible 
control over specific sensory working memory representations, depending on whether they 
should interact with, or be shielded from interacting with the current perceptual task. In 
Chapter 5 we investigate whether frontal delta power also plays a role in controlling 
anticipatory distractor templates, such that they do not interact with the current perceptual 
task. In short, we show in Chapter 5 a robust increase in mid-frontal theta power for 
anticipated distractors compared to anticipated targets early during the delay period. 
Moreover, this increase predicted a reduction in attentional capture, though not only by the 
anticipated distractor, also by the actual target in that condition (i.e. the unanticipated item). 
Interestingly, this signal was more centrally localized (i.e. around FCz/Cz) and occurred in a 
slightly higher theta frequency range, compared to the frontal delta signature we show in 
Chapter 3 and 4 (which was 2–4 Hz around AFz). However, this exact spatio-spectral 
signature of mid-frontal theta power is very well established in the cognitive control literature 
and reflects the detection of conflict in frontal cortex, which in turn implements increased 
control in task-relevant sensory areas (Cavanagh & Frank, 2014; Cohen, 2014a; Janssens, 
De Loof, Boehler, Pourtois, & Verguts, 2018; van Driel, Ort, Fahrenfort, & Olivers, 2019; van 
Driel, Swart, Egner, Ridderinkhof, & Cohen, 2015). Given similarities of this spatio-spectral 



signature to previous research, we speculate our results to reflect an internal conflict between 
the activation of a working memory representation that is expected to automatically draw 
attention towards matching input (Olivers et al., 2006; Soto et al., 2008), and a cue signaling 
at the same time that this should be avoided. Taken together, we argue that the in Chapter 
5 presented frontal low-frequency signature reflects a general increase in cognitive control, 
rather than being related to deprioritizing a specific working memory representation as the 
delta signal in Chapter 3 and 4.  
 
 
Concluding remarks 
 
Decades of research have indicated that attention can be guided by top-down goals stored in 
visual working memory. Only recently research has demonstrated the presence of multiple 
representational states in visual working memory, which differ depending on whether they 
guide attentional selection or are shielded from this interaction. While ample recent studies 
have already demonstrated that these different states are supported by dissociable neural 
mechanisms of storage, this dissertation offers a first demonstration of the putative neural 
mechanisms that control this selective attentional guidance. It illustrates how frontal top-down 
control signals orchestrate local sensory prioritization of representations in visual cortex. 
Furthermore, it is a testament to how novel analyses methods for EEG data, such as 
frequency band-specific MVPA, can shed light onto questions about high-level neurocognitive 
processes.  
  



	


